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Abstract 
 

Excessive switching activity during scan testing can 
cause average power dissipation and peak power during 
test to be much higher than during normal operation.  
This can cause problems both with heat dissipation and 
with current spikes. Compacting scan vectors greatly 
increases the power dissipation for the vectors (generally 
the power becomes several times greater). The compacted 
scan vectors often can exceed the power constraints and 
hence cannot be used.  It is shown here that by carefully 
selecting the order in which pairs of test cubes are 
merged during static compaction, both average power 
and peak power for the final test set can be greatly 
reduced.  A static compaction procedure is presented that 
can be used to find a minimal set of scan vectors that 
satisfies constraints on both average power and peak 
power.  The proposed approach is simple yet effective 
and can be easily implemented in the conventional test 
vector generation flow used in industry today. 

 
1.  Introduction 

 

Power dissipation in CMOS circuits is proportional to 
the amount of switching that takes place [Devadas 95].  
Switching activity in an integrated circuit can be much 
greater during test than during normal circuit operation.  
During normal operation, typically a relatively small 
percentage of the flip-flops change value in each clock 
cycle.  However, when scanning in test vectors, typically 
a much larger percentage of the flip-flops will change 
value in each clock cycle. Consider the simple case of 
scanning a vector of alternating ones and zeros 
(1010…10) into a scan chain.  When the vector is 
scanned in, all of the flip-flops in the scan chain would 
simultaneously switch resulting in a large current spike.  
The excessive switching activity during scan testing can 
cause average power dissipation and peak power during 
test to be significantly higher than during normal 
operation.  This can cause problems both with heat 
dissipation and with current spikes. 

The amount of heat that can be safely dissipated 
without damaging the chip is limited by the chip’s 

package.  This must be taken into consideration when 
scheduling tests and limits either the number of modules 
that can be tested simultaneously [Zorian 93] or the speed 
at which the tests can be applied. This in turn impacts test 
time and test cost. 

A chip’s power supply/ground pins and distribution 
system may be designed for handling the peak power that 
occurs during normal operation, and it may not be able to 
handle the large peak power that could occur during test.  
If the peak power during test is too large, then there will 
be a Vdd drop/ground bounce that may cause problems 
(e.g., memory elements to lose their state or phase-locked 
loop (PLL) to malfunction).  So peak power is another 
constraint that impacts scan testing. 

With the proliferation of portable battery operated 
devices and the drive toward low power design and low-
cost light packages, the power issues for test are 
becoming increasingly important [Crouch 99].  
Techniques for minimizing both average power and peak 
power during test to satisfy the constraints imposed by 
the chip package and power supply/ground distribution 
system are needed. 

Researchers have begun looking at ways to control 
power dissipation during test.  Test scheduling algorithms 
that satisfy power constraints were presented in [Chou 
94].  Low power BIST techniques were presented in 
[Wang 97a], [Hertwih 98], [Wang 99], [Gerstendörfer 99], 
[Girard 99]. Techniques for minimizing power dissipation 
when testing combinational circuits were presented in 
[Wang 94], [Dabholkar 98].  Techniques for minimizing 
power dissipation during scan testing were presented in 
[Wang 97b], [Dabholkar 98]. 

This paper focuses on the problem of minimizing 
power dissipation during scan testing.  Wang and Gupta 
[Wang 97b] proposed a special ATPG (automatic test 
pattern generation) procedure that tries to find a set of 
scan vectors for a circuit that will minimize average 
power during scan testing.  They modify the 
controllability and observability cost functions in 
PODEM [Goel 81].  Dabholkar, et al., [Dabholkar 98], 
proposed heuristic algorithms for test vector ordering and 
scan chain ordering that try to minimize average power 

0-7695-0613-5/00 $10.00 � 2000 I



  

during scan testing.  In this paper, we present a static 
compaction procedure that compacts a set of test cubes 
(i.e., test vectors where the unspecified values have been 
left as X’s) in a way that minimizes either average power 
or peak power.  Our procedure can be used to find a 
minimal set of scan vectors that satisfies constraints on 
both average power and peak power.  The proposed 
approach is simple and can be easily implemented in the 
conventional test vector generation flow used in industry 
today.  It will work with any ATPG procedure (including 
the one described in [Wang 97b]).  It is also compatible 
with the techniques described in [Dabholkar 98]. 

The motivation behind this research is the following:  
It has been observed in industry that compacting scan 
vectors greatly increases the power dissipation for the 
vectors (generally the power becomes several times 
greater).  The compacted scan vectors often can exceed 
the power constraints and hence cannot be used.  Using 
the uncompacted scan vectors solves the power problem, 
but then uses a lot of tester memory.  Tester memory 
reloads are very time consuming and greatly increase test 
costs.  Our goal was to study how scan vector compaction 
increases power and develop a procedure to compact scan 
vectors as much as possible without exceeding the 
constraints on average power and peak power.  We 
wanted the procedure to be simple and fast so that it can 
be used on large industrial circuits without modifying 
them and easily incorporated in the conventional test 
generation flow used in industry. 

Note that it is always possible to reduce average 
power during scan testing by simply scanning at a lower 
frequency, however, this comes at the cost of test time, 
and it does not help with the problem of peak power.  
Another solution is to add additional circuitry to the scan 
elements to hold the outputs at a constant value during 
scan.  The drawback of this approach is the area and 
performance overhead that it incurs.  The proposed static 
compaction procedure minimizes power without adding 
additional hardware. 

 

2.  Overview of Static Compaction 
 

After an ATPG tool finds test cubes, static compaction 
is performed to reduce the number of test cubes.  Static 
compaction involves trying to merge two compatible test 
cubes into one.  Test cubes are compatible if in every bit 
position where either of the test cubes has a specified 
value (1 or 0), the other test cube either has the same 
specified value or an unspecified value (X).  For 
example, 11XX0 is compatible with 1X0X0 but is not 
compatible with 011X1 because there is a conflict in the 
first and last bit position.  A conflict arises when two test 
cubes have opposite specified values in a particular bit 

position.  Two compatible test cubes are merged by 
forming a single test cube in which only bit positions 
where both test cubes have X’s remain as X’s.  In all 
other bit positions, one or both of the test cubes have a 
specified value, which is incorporated into the merged 
test cube.  For example, merging 11XX0 with 1X0X0 
forms the test cube 110X0.  During static compaction, 
test cubes are considered two at a time, and compatible 
test cubes are merged to form a single test cube.  This 
continues until no pair of test cubes can be merged. 

After static compaction is performed, the remaining 
X’s are filled with specified values and the test vectors 
are fault simulated in reverse order.  Any test vector that 
doesn’t detect any new faults is removed from the test 
set.  The conventional approach for filling the X’s in the 
test cubes is to do a random fill (R-fill).  R-fill involves 
replacing the X’s randomly with 1’s and 0’s.  The idea 
behind R-fill is that it increases the chance of detecting 
additional faults with a single test cube to hopefully 
eliminate the need for other test cubes so they will be 
dropped from the test set when it is reverse fault 
simulated.  R-fill is very bad in terms of power, however.  
Randomly filling the X’s may result in a lot of transitions 
when scanning the vectors into the scan chain, which 
may result in a lot of switching activity in the circuit.  
When power is a consideration, it is generally better to 
use a minimum transition fill (MT-fill).  MT-fill involves 
filling strings of X’s with the same value to minimize the 
number of transitions.  For example, when filling the test 
cube 01XX10, it would be best to fill the string of X’s 
with 1’s, i.e., 011110.  For each string of X’s in a test 
cube, if the specified bits on either side of the string have 
the same value, then the string of X’s should be filled 
with that value to minimize the number of transitions.  If 
they have opposite values, then it doesn’t matter which 
value the string of X’s is filled with.  For example, when 
filling 0XX01X1X0, the first two X’s should be filled 
with 0’s, the third X should be filled with a 1, and the last 
X could be filled randomly with either 0 or 1.  While 
MT-fill minimizes power, the drawback is that it may not 
be as effective as R-fill for detecting additional faults.  
Consequently, the reverse fault simulation step may not 
drop as many test vectors from the test set when MT-fill 
is used compared to when R-fill is used. 

If the initial test cubes are not statically compacted, 
but simply filled with MT-fill, then the resulting test set 
will provide the minimum number of transitions per test 
vector for that initial set of test cubes.  When two test 
cubes a and b are merged, the number of transitions in 
the resulting test cube c is never less than the maximum 
number of transitions in either a or b after MT-fill.  This 
is because test cube c can be formed by specifying X’s in 
either test cube a or b.  There is no way to specify X’s in 



  

either test cube a or b so that there are fewer transition 
than MT-fill.  Hence, the peak power is minimum for the 
initial test cubes, and it monotonically increases as static 
compaction is performed, i.e., it can never decrease. 

Before presenting our static compaction procedure for 
minimizing power, we need to first discuss how we are 
estimating power. 

 

3.  Estimating the Power for Scan Vectors 
 

In a CMOS circuit, there is very little static power 
dissipation. The predominant fraction of the power is 
dissipated when the circuit elements switch from logic 1 
to 0 or vice versa. Under test, the circuit is entirely 
controlled by the test vectors that are applied to it.  The 
elements in the circuit-under-test (CUT) will switch when 
the primary inputs change value or when the scan flip-
flops change value.  If the primary inputs of the CUT are 
directly controllable from the chip pins, then the tester 
can apply some vector to them during scan in. If the CUT 
is an embedded module or core, then both its flip-flops 
and primary inputs may be fed from a scan chain. In 
[Wang 97b], techniques for choosing the best vector to 
apply to the primary inputs of the CUT during scan-in 
when they are controllable from the chip pins were 
described.  In this paper, if the primary inputs of the CUT 
are controllable from the chip pins, we assume they are 
held constant during scan-in. In this case, all switching 
activity during scan-in is due to the transitions in the scan 
chain. 

Consider the case of a CUT with four scan flip-flops 
and a vector 1011 being scanned in.  Let the scan flip-
flops initially be 0000.  After the first clock when first 
input has been scanned in, the scan flip-flops will be 
1000.  The state of the first flip-flop has changed from 0 
to 1. This change in the flip-flop will cause other gates in 
the CUT to switch.  The number of circuit elements that 
switch depends on the actual circuit. At the second clock, 
the flip-flops will  be 1100. This change now results in a 
change in the second flip-flop but no change in the first 
flip-flop. At the third clock, the flip-flops will be 0110.  
The first, second and third scan flip-flops now switch. 

This process continues until the complete test vector 
has been scanned in.  The test vector is then applied to 
the CUT and the output response is captured back in the 
scan chain.  As the next scan vector is scanned in, the 
output response from the previous vector is scanned out 
to the tester.  Transitions in the output response being 
scanned out will also cause switching activity.  We can 
divide the power dissipation during scan test into two 
parts.  The scan-in power, which is due to transitions in 
the test vectors, and scan-out power which is due to 
transitions in the output response. 

The proposed static compaction procedure attempts to 
find a test vector set that minimizes the power dissipated 
during scan testing.  In order to do this, a means for 
comparing the power dissipated by two vectors is needed.  
The most accurate results would be obtained by using a 
circuit simulator to actually find the number of circuit 
elements that switch when a vector is scanned in.  This 
process of using a simulator is expensive in terms of 
execution time.  A simple heuristic is needed for 
comparing the power dissipated by two vectors.  We 
present such a heuristic below. 

Every vector does not dissipate the same amount of 
power.  Consider the scan vector in Fig. 1.  It has two 
transitions.  When this vector is scanned into the CUT, 
Transition 1 passes through the entire scan chain. This 
transition dissipates power at every flip-flop in the scan 
chain. On the other hand, Transition 2 dissipates power 
only at the first scan flip-flop during scan in.  The 
number of scan flip-flop transitions caused by a transition 
in a test vector being scanned in depends on its position 
in the test vector.  In this example where there are 5 scan 
flip-flops, a transition in position 1 (which is where 
Transition 1 is) would be weighted 4 times more than a 
transition in position 4 (which is where Transition 2 is).  
The weight assigned to a transition is the difference 
between the size of the scan chain and the position in the 
vector in which the transition occurs.  Similar reasoning 
can be applied for scan-out vectors. 

 
1 0 0 0 1 Scan Chain

Transition 1

Transition 2  
 

Figure 1.  Transitions in Scan Vector 
 

Hence, the power dissipated when applying two 
vectors can be compared by counting the number of 
weighted transitions in the vector. The number of 
weighted transitions is given by: 

Weighted_Transitions = Σ (Size_of_Scan_Chain - 
Position_of_Transition) 

Given a vector, we apply the weighting rule and 
derive the number of weighted transitions.  If vector a 
has more weighted transitions than vector b, then vector a 
is assumed to dissipate more power than vector b. 

We present a graph to validate this heuristic.  A series 
of test vectors was applied to a circuit using a digital 
circuit simulator that simulates the scan-in and scan-out 
operations.  As the vectors were applied, we counted the 
number of circuit elements (gates) in the circuit that 
changed state.  This is a measure of how much power 
would be actually dissipated in the circuit. We then 



  

calculated the number of weighted scan-in transitions and 
weighted scan-out transitions. We plotted a graph of the 
sum of average weighted scan-in transitions and average 
weighted scan-out transitions versus average the number 
of circuit elements that make transitions in the CUT.  A 
representative plot for one of the benchmark circuits is 
shown in Fig. 2. The two quantities are fairly closely 
correlated. In our algorithm, when we estimate the power 
dissipated by a vector, we use the number of weighted 
transitions as the measure. For the remainder of the paper, 
we will measure power in terms of flip-flop transitions. 

The degree of freedom that we have in static 
compaction is in how to specify the X’s in the test cubes.  
Trying to minimize both the scan-in and scan-out power 
during static compaction is an exceedingly difficult 
problem.  Scan-in transitions can be directly controlled 
by filling the X’s in the test cubes in a way that reduces 
the number of transitions.  Scan-out vectors are 
dependent on the scan-in vectors and the relationship 
between the two depends on the function implemented by 
the CUT.  Determining the effect of filling X’s in the test 
cubes on the scan-out vectors requires circuit simulation.  
In order for the static compaction procedure to be 
efficient enough to use for industrial designs, we cannot 
afford the time required to compute the effect of each 
decision on the scan-out vectors.  Hence, we just focus on 
minimizing scan-in power. 
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Figure 2.  Correlation Between Node Transitions and 
Flip-Flop Transitions 

 

4.  Procedure for Minimizing Power 
 

During static compaction, test cubes are merged and 
unspecified X values get specified.  Let Tran_Count(A) 
be the number of transitions in test cube A, and 
Tran_Count(B) be the number of transitions in test cube 
B, then if test cube A and B are merged to form test cube 
C, then the number of transitions in test cube C, 
Tran_Count(C), will be greater than or equal to the 

maximum of Tran_Count(A) and Tran_Count(B): 

Tran_Count(C) ≥ MAX [Tran_Count(A), Tran_Count(B)] 

In some cases, the number of transitions in the merged 
test cube can be much larger than in either of the original 
test cubes.  Consider the case where the test cube  
0X0X0X is merged with X1X1X1 to form 010101.  The 
original test cubes had 0 transitions, but the merged test 
cube has 5 transitions. 

Conventional static compaction procedures randomly 
merge compatible test cubes.  However, merging some 
pairs of test cubes can result in a test cube with a large 
number of transitions whereas merging others would not 
increase the number of transitions by much.  If the wrong 
test cubes are merged, the power can increase 
dramatically.  So the idea behind our proposed static 
compaction procedure is to direct the process of selecting 
which test cubes to merge in a way that avoids generating 
merged test cubes with large numbers of transitions.  In 
so doing, we try to minimize power in the final test set.  

Our procedure for static compaction is as follows: 
 

Create_Cost_Graph(); 
While vectors_can_be_combined() 
  Select_a_pair_to_be_combined(); 
   Combine_the_vectors(); 
  Update_Cost_Graph(); 
 

We begin by forming a cost graph.  There is one node 
for each test cube.  For each pair of compatible test cubes 
(a, b), an edge is placed between the corresponding 
nodes.  The weight attached to the edge is the increase in 
power that results from removing a and b from the test 
set and applying the merged vector ab instead.  

In each iteration of the procedure, we select a pair of 
test cubes to be combined.  The objective is to pick pairs 
of test cubes so that the average power or peak power is 
minimized.  The problem is complex as the graph 
changes each time a test cube pair is merged because two 
nodes are replaced by a single node.  The procedure 
chooses the test cube pair using a greedy heuristic.  The 
pair of nodes with the smallest edge weight is selected in 
each iteration.  When two test cubes are combined, the 
graph can be quickly updated.  The old nodes and their 
edges to other nodes are no longer valid.  The two nodes 
are removed and a new node representing the combined 
vector is created.  The procedure continues until no two 
vectors can be combined. 

If there is a constraint on average power during test 
for some CUT, the average power can be monitored 
during each iteration of the static compaction procedure 
and the procedure can stop if the average power reaches a 
certain threshold. 

If there is a constraint on peak power for some CUT, 
the procedure is modified in the following way.  When 



  

the edges are added to the cost graph, a check is made to 
see if merging a pair test cubes would cause the peak 
power to exceed the constraint.  If so, then the edge 
between the corresponding nodes is not added to the 
graph.  This prevents the static compaction procedure 
from violating the peak power constraint. 

If there are N test cubes, then the cost graph has 
N(N-1)/2 nodes.  Thus the procedure is quadratic in the 
number of test cubes.  If the number of test cubes is 
large, the procedure can be sped up by not constructing 
the full graph.  A graph that is linear in the number of test 
cubes can be constructed instead as follows.  In every 
iteration, one test cube is randomly selected.  Only edges 
between the selected test cube and all the other test cubes 
are computed.  The minimum cost edge is then selected. 

 

5.  Experimental Results 
 

We implemented the proposed static compaction 
procedure and compared it with conventional static 
compaction where test cubes are randomly merged.  In 
both cases, all remaining X’s were filled with Minimum 
Transition Fill as described in Sec. 2. The number of 
vectors remaining and the average weighted scan-in 
power and the peak power was recorded at every step in 
the algorithm.  The results for some of the largest ISCAS 
89 circuits are shown in the figures. 

We show two plots for each of the circuits. The first is 
a plot of average power versus the number of test vectors. 
As the number of vectors decreases the average power 
increases. This is because the average number of 
transitions per vector increases due to the merging of 
vectors.  For all circuits, the average power of the 
proposed static compaction procedure is much less than 
that of conventional static compaction.  All the circuits 
have a characteristic “knee” in the graph where the 
average power rises rapidly with a small decrease in the 
number of test vectors. Looking at graphs like these, the 
designer can decide to sacrifice a small amount of 
compression and gain a lot in power savings.  We have 
marked a point in each the graph where there is a large 
difference (2 to 3 times) in the power between convent-
ional static compaction and the proposed procedure. 

We show another plot for each circuit.  It is the peak 
power of the test set versus number of vectors. The peak 
power is the maximum number of transitions that occur 
in a single test vector in the entire test set at that stage. 
The average number of transitions per vector increases 
when vectors are combined. Hence as expected, the peak 
power increases as the number of vectors decrease. For 
all circuits the proposed static compaction procedure has 
much lower peak power compared to conventional static 
compaction. 

6. Conclusions 
 

A simple yet effective approach was presented for 
generating scan vectors with significantly reduced 
average power and peak power. The static compaction 
procedure described here can be used to satisfy 
constraints on average power and peak power for scan 
testing.  It can be easily implemented in the standard test 
generation flow used in industry today. 

As integration density and clock frequencies continue 
to rise, power consumption during test may become a 
major constraint that limits test time.  Simple techniques 
for reducing power such as the one presented here will be 
very useful for minimizing power during test and 
allowing more modules to be tested concurrently. 
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